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ABSTRACT
To utilize the full potential of RGB-D devices, calibration
must be performed to determine the intrinsic and extrinsic
parameters of the color and depth sensors and to reduce lens
and depth distortion. After doing so, the depth pixels can be
mapped to color pixels and both data streams can be simulta-
neously utilized. This work presents an overview and quan-
titative comparison of RGB-D calibration techniques and ex-
amines how the resolution and number of images affects cal-
ibration.

Author Keywords
Kinect; calibration; cameras; distortion model; geometry;
ACM Classification Keywords
H.5.m. Information Interfaces and Presentation (e.g. HCI):
Miscellaneous

INTRODUCTION
RGB-Depth (RGB-D) cameras, such as the Microsoft Kinect
and Asus Xtion PRO, have become very widely used in per-
ceptual computing applications. Human gesture recognition
[15, 17], tracking of facial expressions [3], image segmen-
tation, [13] and 3D reconstruction [5] can be accomplished
using the fused color and depth measurements provided by
the sensors. In order for this sensor data to be transformed
into 3D spatial information, the intrinsic and extrinsic cam-
era parameters must be known or computed using a camera
calibration process.

Calibration data is essential for sensing accuracy, and can
vary somewhat between devices due to manufacturing vari-
ance. Device manufacturers generally provide default cali-
bration values, but these values may not give the best possi-
ble results. Additionally, the manufacturer calibration does
not take into account depth distortion, referred to as myopic
property in [20]: if the depth increases, the error increases as
well. Depth distortion can be alleviated by using an undistor-
tion map that consists of coefficients compensating for distor-
tion on a per-pixel basis. The effectiveness of depth distortion
correction has been studied in various work [6, 7, 18].
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Most calibration methods proposed for RGB-D devices uti-
lize the color and depth cameras jointly to estimate the rel-
ative pose between the two sensors [2, 6, 10, 18, 21]. In this
paper, we present a review and quantitative evaluation of pop-
ular joint calibration methods (in particular, [2, 6, 20], where
[2, 6] belong to supervised method, and [20] is treated as an
unsupervised method) on Kinect V1. In our evaluation, we
answer some interesting and non-trivial questions regarding
the use of RGB-D sensors in practical applications:

• For a specific method, how many images do we need to
obtain a stable and satisfactory calibration performance?
• Do more images always result in better calibration?
• Do high-resolution color images help to achieve higher ac-

curacy for a joint calibration method?
• For calibration methods using different sources (IR, dis-

parity, depth), what are the differences and key features of
them?

RELATED WORK
Calibration methods can be categorized into two classes: 1)
supervised calibration and 2) unsupervised calibration, de-
cided upon by whether the calibration target parameters such
as shape, size, and color are known in advance.

Supervised calibration
Early work in supervised calibration include Burrus’s rgb-
demo toolbox [2], Smisek’s method [18] and the pioneering
study from Herrera et al. [6], with its enhanced model [16],
etc. Among these methods, Burrus’s and Smisek’s work use
IR images while Herrera’s method use disparity images to
jointly calibrate the Kinect.

To minimize human intervention during calibration, some re-
cent works [11, 19] have proposed methods that are able to
detect a known pattern automatically. Specifically, with [11]
using a fixed checkerboard and [19] using a moving sphere,
both of which rely on ad-hoc parameters: Ilya et al. [11]
presented an automatic algorithm which detects the corners
of a checkerboard in depth image. The algorithm uses prior
knowledge about checkerboard such as side length, diagonal
length. Their claimed performance improvement over Her-
rera’s method [6] is trivial, due to the light-weight parameters
used in the optimization with respect to the degradation of
performance, whereas the number of parameters decreased by
640×480 = 307200 in per-pixel level. Staranowicz et al. [19]
also attempted to find correspondences between the color and
depth images. In the RGB image, they detected a sphere



using image processing techniques, while in the depth im-
age, RANSAC was used to distinguish between inliers (point
cloud of sphere) and outliers (hand, etc.) so that an ellipse of
the sphere was fitted. Performance of this method is highly
dependent on the accuracy of image processing techniques,
as well as the distribution of noise that RANSAC was trying
to minimize.

It is worth mentioning that recent work like [4, 6] estimate
depth distortion in a per-pixel basis, that is, given a pixel
(u, v) ∈ Ω ⊂ Z2 and the corresponding depth/disparity value
d, the real depth zd is estimated as zd = f(u,v)(d) [1]. Basso
et al. [1] proposed a novel supervised method which kept al-
ternating local (error related to object shape) and global (sys-
tematic wrong estimation of the average depth) optimization
during calibration process. In their study, depth distortion was
imputed to an incorrect parameter set resulting in an absolute
error that increases with distances [1], and undistortion map
was obtained by applying the local undistortion function to a
synthetic point cloud at a defined distance.

Unsupervised calibration
In unsupervised methods, calibration can be performed with-
out a prefabricated rig. Such methods are convenient, but
vulnerable to many sources of noise. While the performance
of unsupervised methods are generally inferior to supervised
methods, their ease-of-use and potential for improvement
make them a topic of research interest.

Recently, some unsupervised methods have been proposed
[9,12,20] which aim to remove prior knowledge of the target.
Kummerle et al. [9] utilized simultaneous localization and
mapping (SLAM) to perform online calibration on a moving
robot. Teichman et al. [20] proposed a generic approach to
calibrate Kinect with CLAMS: Calibrating, Localizing, and
Mapping Simultaneously. Method of CLAMS firstly recon-
structed a scenario by storing trajectories of a moving camera
and by building pointcloud from close range data (less than
2m in order to obtain relatively accurate training samples).
Then camera parameters were calculated based on maximum
likelihood estimation.

CALIBRATION METHODS
All methods reviewed in this paper use the pinhole camera
model. As in the work of Herrera et al. [6], a 3D point in
color camera coordinates xc = [xc, yc, zc]

T is projected to
the color image plane pc = [uc, vc]

T as follows:

(1) The point is normalized by the z coordinate: xn =
[xn, yn]T = [xc/zc, yc/zc]

T .

(2) Geometric distortion is performed:

xg =

[
2k3xnyn + k4(r2 + 2x2n)
k3(r2 + 2y2n) + 2k4xnyn

]
(1)

xck = (1 + k1r
2 + k2r

4 + k5r
6)xn + xg (2)

where, r2 = x2n + y2n and kc = [k1, ..., k5] is a vector of
the distortion coefficients.

(3) The image coordinates pc are calculated:

pc =

[
uc
vc

]
=

[
fcx 0
0 fcy

] [
xck
yck

]
+

[
u0c
v0c

]
(3)

where fc = [fcx, fcy] are focal lengths in x, y axes, re-
spectively, and p0c = [u0c, v0c] is the principle point.

The raw depth data obtained from the Kinect are 11-bit num-
bers from 0-2047, called disparity, expressed in Kinect dis-
parity units (kdu). Conversion from disparity d to depth zd
occurs in two steps:

Distortion correction: The distortion pattern of the depth
camera can be corrected using a multiplier image, obtained
by measuring reprojection errors of the wall plane at several
distances and then dividing all images by the median values
across all distances to normalize. Herrera et al. [6] deter-
mined that the resulting normalized error medians for each
measured disparity fits well to an exponential decay. The dis-
tortion model can be constructed with per-pixel coefficients
that decay exponentially with increasing disparity:

dk = d+Dδ(u, v) · exp(α0 − α1d) (4)

where d denotes distorted disparity returned by Kinect, Dδ

denotes spatial distortion pattern, and α = [α0, α1] models
decay of the distortion effect.

Scaled inverse: There are several equations we can use to
estimate depth values [14] from disparity, of which the most
commonly used is

zd =
1

c1dk + c0
(5)

where c0 and c1 are depth camera intrinsic parameters to be
calibrated and dk is the corrected disparity.

Transformation between depth camera coordinates xd =
[xd, yd, zd]

T and depth image coordinates pd = [ud, vd]
T

uses a similar model to the color camera:

pd =

[
ud
vd

]
=

[
fdx 0
0 fdy

] [
xdk
ydk

]
+

[
u0d
v0d

]
(6)

where [xdk, ydk]
T are the coordinates of xd after normaliza-

tion of geometric distortion.

As does Herrera et al. [6], we denote the model consisting of
Equations (1)-(3) as Lc = {fc,p0c, kc} for the color camera.
Similarly, we use Ld = {fd,p0d, kd, c0, c1, Dδ, α} to denote
the intrinsic parameters of the depth camera.

To perform Kinect calibration, correspondences between
color and depth cameras frames are found and used to es-
timate sensor extrinsic parameters and relative poses. We
use three reference frames, {D} (depth), {C} (color) and
{Vi} (reference frame of the calibration plane in image i
to which the checkerboard pattern is attached). We denote
the rigid transformation from one reference frame to another
as T = {R, t} (as specified by Herrera et al. [6]), where
R indicates the rotation matrix and t indicates the transla-
tion vector. To transform a point xw from calibration pattern
coordinates {W} to color camera coordinates {C}, we use



(a) RGB image (b) IR image

Figure 1. Burrus method: corner detection in RGB and IR images.

xc = WRCxw + W tC , where the rotation and translation
from {W} to {C} are denoted WRC and W tC , respectively.
Similarly, the relative pose between depth and color cameras
is denoted DTC . For image i, ViTD and ViTC denote extrin-
sics from the reference frame to depth and color frames.

In this paper, we associate depth camera with IR camera,
where disparity/depth/IR data are all calculated based on the
same intrinsic depth parameters and thus in the same world
coordinates. Furthermore, image coordinates of disparity and
depth are treated same whereas IR image coordinates can be
calculated by using a simple affine transformation from depth
image coordinates (using for e.g. Equation (7)).

Burrus’s Method
Kinect depth data is calculated by triangulation against
known IR projection patterns at a known depth [8]. As we
can see in Fig. 1, only close-range objects are visible, so
the checkerboard must be placed near the camera. Burrus’s
method [2] uses IR images and is more user-friendly, since it
requires no manual labeling. However, it ignores depth dis-
tortion and results in relatively low calibration performance.

The IR points are first shifted to disparity image coordinates
by applying an affine transformation (see [8] for details):[

dx
dy

]
=

[
1 0 −4.8s
0 1 −3.9s

][ uir
vir
1

]
(7)

where, [uir, vir]
T denotes IR coordinates and [dx, dy]T de-

notes disparity coordinates. Factor s is set to 2 for high res-
olution (1280 × 1024) and 1 for low resolution (640 × 512)
images.

Corners are then extracted from the RGB and IR images.
Using a similar notation to Herrera et al., intrinsics Lc =
{fc,p0c, kc} and Ld = {fd,p0d, kd} are estimated for the
RGB and IR camera, respectively. After stereo calibration
between RGB and IR correspondences is applied using Lc
and Ld, the relative pose between IR camera and RGB cam-
era (DTC = {DRC,

DtC}) and the fundamental matrix F are
computed. Thus, calibration can be evaluated by computing
alternatively the corresponding epilines with F using RGB
and depth points. As Burrus’s method ignores depth distor-
tion and uses one-step stereo calibration to coarsely estimate
the extrinsics between RGB and IR cameras, the approach
leads to lower performance compared to Herrera’s method,
due to the coarser refinement of both intrinsic and extrinsic
parameters.

Herrera’s Method
Herrera’s method [6] can be divided into two parts: (1) Ini-
tialization. (2) Non-linear minimization. The first part in-
volves initializations for three cameras: color camera, depth
camera and external camera. Since we are reviewing calibra-
tion methods with Kinect only, all content related to exter-
nal camera in [6] is removed from this paper. In Herrera’s
work, Zhang’s method [22] is utilized to estimate Lc and
WiTC for each image i. The depth camera is then initial-
ized by fixing fd = [590, 590], p0d = [320, 230], [c0, c1] =
[3.0938,−0.0028] and α = [1, 1], while assigning 0’s to fd
and Dδ . As non-linear minimization will be applied later
on, the relative pose is also initialized with estimation values:
DTC = {DRC = I3,

DtC = [−0.025, 0, 0]T }.
As for the second part, non-linear minimization involves: (1)
Sample from disparity images; (2) Refine Ld and DTC ; (3)
Keep Dδ constant and optimize Equation (9); (4) Refine Dδ

and kd independently; (5) Joint minimization by continuing
step (3) and (4) iteratively until certain criterion has been met.

The non-linear minimization relies on using Levenberg-
Marquardt algorithm over all related parameters, whereas the
cost error is calculated using Euclidean distance. Because the
errors have different units, they are weighted by the inverse of
the corresponding measurement variance, σ2

C and σ2
D, before

calibration:

c =

∑
‖p̂c − pc‖2

σ2
C

+

∑
(d̂− d)

2

σ2
D

(8)

where p̂c and d̂ indicate the reprojected value for color im-
age point pc and measured disparity d, respectively. Since
the above function has high nonlinearity and depends on
many parameters (for instance, computing d̂k − dk requires
Dδ which contains 640 × 480 = 307, 200 entries), the au-
thors simplify the cost function by separating the optimiza-
tion of disparity distortion parameters, i.e. by calculating the
residuals in undistorted disparity space instead of in measured
disparity space:

c =

∑
‖p̂c − pc‖2

σ2
C

+

∑
(d̂k − dk)

2

σ2
D

(9)

Using equation (4), residuals in undistorted disparity space
can be rewritten as

cd =
∑

images

∑
u,v

(d+Dδ(u, v) · exp(α0 − α1d)− d̂k)
2
. (10)

It should be noted that Herrera’s method requires users to
manually select corner points of the calibration plane in dis-
parity images in order to estimate the plane equation and pre-
dict disparities. Though the procedure looks tedious , it al-
lows for non-minimization in disparity space where raw data
were captured, therefore leading to higher accuracy compared
to Burrus’s method. Burrus’s calibration uses near-range IR
data and ignores depth points that can be gathered at various
distances, thus missing information on memorized patterns
that have been embedded in Kinect. Since Kinect is a closed
system, it is just a deduction from the postulates.



Teichman’s Method
The unsupervised calibration method of Teichman et al. [20]
employs SLAM to capture the camera trajectory and build a
map of the environment. After the point cloud map is created,
the depth points are then undistorted by adding a Gaussian
noise:

P (z|zd, w) = η exp

(
− (z − wzd)

2δ

)
(11)

where w denotes per-pixel multiplier in undistortion map, zd
and z denote measured depth and ground truth depth, respec-
tively. Therefore, in sense of maximum likelihood estimation,
Teichman’s method optimized Dδ using

max
w

∏
zd∈map

P(z|zd, w) (12)

which can be reduced to

min
w

∏
zd∈map

(z − wzd)2 (13)

We have discovered that it is difficult to capture enough train-
ing data at all parts of the view frustum, because a sufficient
number of samples on corners and edges at far distances (6m
to 10m) are guaranteed only if the scene consists of a planar
surface that is long and wide enough. In addition, it is un-
avoidable to repeat the procedure of running SLAM and cal-
ibration for many times, in order to obtain point clouds with
adequate coverage of environment.

EVALUATION
To examine Herrera’s method using disparity images, four
datasets were captured: two for calibration (A1, A2) and two
for validation (B1, B2). A1 and B1 consist of 51 and 61 im-
ages respectively and both of B1, B2 consist of 15 images.
In order to capture the original disparity data, we used the
Libfreenect [14] driver. The RGB data measured in our exper-
iments are in medium resolution (640× 480) as well as high
resolution (1280×1024), both were paired with 640×480 dis-
parity images. All four datasets were captured with the same
Kinect, among which A1 and B1 are in medium resolution,
A2 and B2 are in high resolution.

For Burrus’s method, we captured an IR image dataset named
A3 that consists of 56 images for evaluation. Since the visible
range for capturing IR images is limited, the dataset was cre-
ated by changing the distances slightly given multiple poses
of the calibration target.

For Teichman’s method, taking sufficient training examples
at all depths (from 0m to 10m) over all areas of the image
frame is difficult, and we have only been able to capture a
sufficient number of training examples from 0m to 4m. Since
we evaluate Teichman’s work w.r.t. depth uncertainty in both
A1 and A2, where maximum depths are less than 2.5m and
3m respectively, the performance is therefore guaranteed with
full capacity when evaluated in A1 and A2.

In this paper, validation of Herrera’s method follows its origi-
nal work [6]: After estimating all calibration parameters, val-
idation is performed by fixing intrinsic parameters and es-
timating the poses of the checkerboard plane (WTC). The
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Figure 2. Calibration error of Herrera’s method on A1 and A2 in ran-
dom tests: with corrections of both geometric distortion and depth dis-
tortion.

variances of color and disparity error were kept constant
(σc = 0.18px, σd = 0.9kdu) so that we can compare dif-
ferent calibrations in an unbiased manner (see Equation (9)).

Calibration performance vs. number of images
In this experiment, we randomly selected n images 10 times
from both A1 and A2 (where 10 6 n 6 51 in A1 and
10 6 n 6 60 in A2), and then calculated the calibration
error based on disparity reprojection error by std. deviations
of residuals with a 99% confidence interval [6]. Validations
were then performed in the same manner using the corre-
sponding validation dataset (i.e. from A1 to B1, from A2 to
B2). For reference, Fig. 2 shows how well Herrera’s method
fit the calibration datasets with random tests. As we can see
from Fig. 2, the calibration error increases with the increas-
ing number of images, due to the additional uncertain depth
points that are added to the calibration set.

Fig. 3 shows the calibration performance of Herrera’s method
on B1 and B2. The performance on datasets of medium res-
olution color images (A1 & B1) proved to be better than on
those of high resolution color images (A2 & B2). The per-
formance becomes stable in both B1 and B2 as the number
of images increases. For both validations, the best perfor-
mance can be obtained with extensive experiments, which in
our case n is around 12. Nevertheless, in order to achieve a
stable and satisfactory performance for one-time calibration,
users of Herrera’s method are suggested to calibrate with 50
images in standard resolution while with 60 images in high
resolution. Besides, as the distributions of poses in training
sets are almost identical, however, in most of tests the aver-
age calibration performance of A1 are better than A2 show-
ing that the higher resolution color images used in Herrera’s
method do not necessarily improve calibration performance.
The results of One-way An Analysis of Variance (ANOVA)
test (p = 0.1297 for B1 and p < 0.0001 for B2) indicate
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Figure 3. Performance of Herrera’s method on B1 and B2 after calibra-
tion with A1 and A2 in random tests: with corrections of both geometric
distortion and depth distortion.

that when using medium-resolution dataset, the random tests
suggest a common mean with increasing number of images,
while using high-resolution dataset, the mean of random test
results differ given different number of images. This is be-
cause more details were captured in high-resolution dataset
and thus calibration procedure is more vulnerable to different
sources of noise.

Also, as shown in Fig. 2, low calibration errors do not neces-
sarily result in higher calibration performance on validation
datasets, especially after calibrating with those images con-
sisting of data of high variance. Most random tests in A1
have average calibration error std. dev. ≥ 1, however, all of
them have test results where std. dev. ≤ 0.9. Conclusively, it
is not fair to predict the calibration performance merely based
on calibration error.

Depth uncertainty
Since stereo devices like the Kinect are exposed to the prob-
lem of myopia as aforementioned, we can compare the depth
uncertainty of the three methods with the manufacturer cal-
ibration. In Herrera’s method, depth uncertainty was mea-
sured in A1 and A2 with calibration results from the two
datasets respectively. As shown in Fig. 4, depth points of
A1 are more stable and accurate than those of A2. Herrera’s
method is clearly better than manufacturer calibration, espe-
cially at the camera’s near range (up to 1.5m), in accordance
with [6].

Depth uncertainty for Burrus’s method in Fig. 4 is presented
as a curve that fits closely to one of the manufacturer calibra-
tion, showing that the method is not an improvement over the
manufacturer calibration. It also verifies the fact that depth
distortion is not examined in manufacturer calibration, as it is
ignored in Burrus’s method.

Calibration performance of Teichman’s method is not satis-
factory w.r.t. depth uncertainty because they merely cali-
brated Dδ and ignored other important parameters in Ld =
{fd,p0d, kd, c0, c1, Dδ, α}. Note that in this experiment, fd,
p0d are fixed at [590, 590] and [320, 230] respectively, in or-
der to correctly compute the depth uncertainty.

Table 1 shows a quantitative comparison study for all three
methods evaluated in depth uncertainty. Herrera’s method
clearly outperforms the other two methods and the manufac-
turer calibration though for depths between 1.5m and 3.0m,
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Figure 4. All methods: depth uncertainty measured from A1 and A2.

the manufacturer calibration can also achieve a satisfactory
performance. In addition, due to lack of parameters con-
sidered in the calibration procedure, Teichman’s method per-
formed worse than other approaches including manufacturer
calibration, especially at depth beyond 1m.

CONCLUSIONS
In this paper, we have reviewed and presented a quantita-
tive comparative study of three calibration methods catego-
rized as pioneering work, using different sources: IR, dis-
parity map, and depth image. We have shown that Herrera’s
calibration method using disparity image outperforms other
methods due to more intrinsic depth parameters exploited.
We also present an empirical sample complexity analysis for
Herrera’s method. The unsupervised approach proposed by
Teichman et al. is of great potential since it requires no as-
sumption on calibration target or user interactions. However,
the performance of such methods is not as good as super-
vised ones since it learns fewer parameters and is more likely
to be implicitly constrained in indoor environment. Future
work can combine supervised and unsupervised approach by
adding more constraints in unsupervised fashion.
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Depth z (m) 0 ≤ z < 0.5 0.5 ≤ z < 1 1 ≤ z < 1.5 1.5 ≤ z < 2 2 ≤ z < 2.5 2.5 ≤ z < 3
A1 A2 A1 A2 A1 A2 A1 A2 A1 A2 A1 A2

Manufacturer 1.47 2.30 4.80 4.24 7.60 6.40 7.44 8.75 10.70 14.48 — 22.98
Burrus’s 1.36 2.10 4.74 4.15 7.31 6.40 7.50 8.90 10.68 15.92 — 23.10
Herrera’s 0.81 0.99 4.24 2.28 5.91 5.20 7.65 8.14 11.24 15.40 — 22.84
Teichman’s 1.73 2.21 5.38 4.60 15.80 15.71 14.17 22.68 13.79 25.73 — 25.81

Table 1. Comparison of three different methods evaluated w.r.t. depth uncertainty. Depths are divided into bins of size 0.5m. For A1, maximum depth
is 2.5m while 3.0m for A2. Depth uncertainty are measured in mm and best results are highlighted in the table.
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