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Abstract— Large databases of patterns, such as faces, body
poses, fingerprints, or gestures, are becoming increasingly
widespread, thanks to advances in computer technology. In
this paper we focus on the problem of efficient search in such
databases, when using model-based search. In model-based
search, the user submits as a query a classifier, that has
been trained to recognize the type of patterns that the user
wants to retrieve. While model-based search can lead to good
retrieval accuracy, the efficiency of model-based search can
be inadequate if we need to apply the query classifier to every
single database pattern. We propose a method for improving
the efficiency of model-based search. The proposed method
assumes that classifiers have been trained using JointBoost,
and operates by defining an embedding, which maps both
classifiers and database patterns into a common vector space.
Using this embedding, the problem of finding the database
patterns maximizing the response of the query classifier is re-
duced to a nearest neighbor search problem in a vector space.
This reduction allows the use of standard vector indexing
method to speed up the search. In our experiments, we show
that the proposed embedding, together with a simple PCA-
based indexing scheme, significantly improve the efficiency of
model-based search, as measured on a database of face images
constructed from the public FRGC-2 dataset.
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1. Introduction
Current technology has made it quite feasible to create

large databases of patterns, such as faces [9], body poses
[11], [12], fingerprints, or gestures [4]. Identifying relevant
content in such databases can have a variety of real-world
uses, such as identifying photographs of a missing person
in surveillance camera recordings, or locating occurrences of
a specific sign (or sequence of signs) in a database of sign
language videos. One common way of searching for content of
interest is search-by-example, also known as similarity-based
search: the user submits as a query an example of the type of
patterns they want to retrieve (e.g., a photograph of the person
for which they want to locate additional photographs). Another
way to do search is search-by-model (for which we also use
the term model-based search), where the user submits as a
query a classifier trained to recognize the specific patterns of
interest (e.g., a classifier trained to recognize the person whose
photographs the user wants to retrieve).

For search-by-example, a large number of similarity-based

indexing methods have been proposed to make this type of
search more efficient, and capable of scaling to large databases.
Reviews of indexing methods for efficient similarity-based
search include [2], [6], [7]. However, for search-by-model, we
are not aware of any method designed to speed up brute-force
search, which involves applying the classifier submitted by the
user to all database images. In this paper, we propose such a
method, for the specific case where classifiers are constructed
using JointBoost [14], which is a variant of AdaBoost [10].
As shown in [14], JointBoost can improve classification ac-
curacy, compared to standard boosting methods, in multiclass
problems with relatively few training examples per class, by
forcing classifiers trained for different classes to share training
information.

As a specific motivating application and case study, we use
the topic of finding faces of a specific person in a database of
face images. Such a database can be created fairly easily using
modern technology, by running a crawler to download a large
number of of images from the web, and running a standard
face detector, e.g., [16], to identify the location of frontal views
of faces. Similarly, such large databases can be compiled by
law enforcement agencies, using pictures from surveillance
cameras, so as to identify missing persons or criminal suspects.

In such a large database of face images, a key operation is to
retrieve images of a specific individual. In principle, a classifier
can be constructed on the fly, by providing some training
photographs of the person of interest and applying a standard
machine learning method, such as boosting or support vector
machines [1], [10], [15]. The simplest way to do model-based
search would involve applying this classifier to every single
face image in the database. This brute-force approach takes
time linear to the size of the database and would have difficulty
scaling to very large databases. For example, databases of
face images compiled by a web search engine or a large-scale
surveillance camera network can easily reach sizes of millions
or billions of face images.

Support for large database sizes can be provided if, instead
of search-by-model we use search-by-example, and submit, as
a query, a single mugshot of the person of interest. In that
case, hash-based indexing methods such as Locality Sensitive
Hashing (LSH) [5] can be applied and have provably sublinear
time complexity. However, we argue that model-based search
has the potential, at least in some applications, to be far more
accurate than similarity-based search, as it is quite plausible
that a query classifier, trained to recognize objects of a specific
class, contains more information than a single query pattern



from that class. Thus, we believe it is of interest to study
the problem of designing efficient alternatives to brute force
for the search-by-model paradigm, and we propose such an
efficient alternative in this paper.

The proposed method uses an embedding formulation pro-
posed in [13], which maps both database patterns X and
JointBoost classifiers H to a common vector space. In [13],
such an embedding was used for efficient classification of a
single pattern X in a domain with a large number of classes.
In our case, we have a different problem than in [13]. Instead
of doing multiclass recognition of a single pattern X , meaning
that we look for the classifier Hy that maximizes Hy(X)
for a specific X, we do model-based search, meaning that
we look for patterns X maximizing Hy(X) for a specific
classifier Hy . We adapt the basic ideas from [13] to define an
embedding that is appropriate for this problem. The embedding
we propose reduces model-based search to nearest-neighbor
search in a vector space. This reduction allows us to use
tools from the arsenal of similarity-based indexing methods to
speed up model-based search. More specifically, in this paper
we combine the proposed embedding with a simple vector
indexing scheme, based on PCA, to improve the efficiency of
model-based search.

In our experiments we use a database of 19,965 face images,
from the public FRGC-2 dataset [9]. Compared to brute-force
model-based search, the proposed method obtains speed-ups
of over an order of magnitude, with relatively small losses
in retrieval accuracy. While our case study is limited to a
database of faces, the proposed formulation is general, and
can be applied to speed up search-by-model in databases of
different types of patterns.

2. Using JointBoost in Model-Based
Search

Let X be a space of patterns, and Y be a finite set of class
labels. Every pattern X ∈ X has a class label L(X) ∈ Y.
In JointBoost [14], for each class y ∈ Y a boosted classifier
Hy : X → R is trained to discriminate between patterns of
class y and all other patterns. Classifier Hy is of the following
form:

Hy =

d∑
m=1

αy,mhm + ky , (1)

where each hm is a weak classifier with weight αy,m, and ky
is a class-specific constant that gives a way to encode a prior
bias for each class y [14].

The key difference of JointBoost from other boosting meth-
ods is that all classifiers Hy share the same weak classifiers
hm. The only thing differentiating the different classifiers
is the weights αy,m assigned to each weak classifier hm.
Forcing strong classifiers to share the same weak classifiers
was shown in [14] to improve classification accuracy when
limited training data are available for each class. The intuition
behind this behavior is that, in JointBoost, weak classifiers are
chosen to jointly optimize performance in multiple one-vs.-all

classifiers, and thus the choice of weak classifiers is supported
by more data. In contrast, in a standard boosting approach,
each one-vs.-all classifier Hy would be trained in isolation.
When training each Hy in isolation, while weak classifiers
chosen for each Hy could potentially be better suited for
recognizing class y (thus increasing accuracy), limited training
data for class y may lead to overfitting (thus decreasing
accuracy).

Higher (more positive) responses Hy(X) indicate higher
confidence that the true class label L(X) of pattern X is
y. In the typical JointBoost application, which is multiclass
recognition, to classify a pattern X ∈ X, we evaluate Hy(X)
for all y ∈ Y, and classify X as belonging to the class y for
which Hy(X) is maximized.

In our problem, which is model-based search, JointBoost
can be used to train classifiers recognizing specific classes
of patterns, such as specific persons if we are searching a
database of face images. The user provides as a query a
classifier Hy , trained to recognize objects of class y. In the
simplest (but inefficient) approach, the system applies Hy

to every single database pattern X , and ranks patterns in
decreasing order of the response Hy(X). The user then can
inspect the top K results, where K is a number determined
either by the user or by the system (the system can have a
threshold such that only responses above that threshold are
shown to the user).

The classical formulation of JointBoost assumes that all
classifiers are trained at the same time. This may be prob-
lematic in search-by-model applications, where we may not
know in advance all possible classes that the user may search
for. However, it is easy to adapt JointBoost to a situation where
some classifier Hy is trained later, after the main training has
occurred. In that case, the pool of weak classifiers hm can
remain the same pool that was chosen in the main training.
To train the new classifier, the system can simply compute
optimized weights αy,m for that new classifier. This allows
new classifiers to be built as needed.

In principle, for our application, a non-technical user can
simply provide as a query a set of training examples for class
y. The system, in a manner transparent to the user, can then
train a classifier Hy on the fly, using those training examples
as positives, and a large pool of other examples as negatives.
Then, the system can submit Hy as the query classifier, on
behalf of the user.

3. A Joint Embedding of JointBoost Clas-
sifiers and Patterns

In this section we propose an embedding V that maps
both database patterns and JointBoost classifiers to a common
vector space, and more specifically to points on the surface
of a hypersphere. Using this mapping, the search for the
database patterns X that maximize the response Hy(X) of the
query classifier Hy is reduced to the problem of finding the
nearest neighbors of V (Hy) among the embeddings V (X) of
all database patterns. The embedding is an adaptation of (but



not identical to) the embedding proposed in [13], and in the
following description we borrow heavily from [13].

In particular, we will map both JointBoost classifiers and
database patterns into a (d + 2)-dimensional vector space,
where d is the number of weak classifiers that are used to de-
fine the JointBoost classifiers. We denote by V (X) and V (Hy)
respectively the vectors corresponding to database pattern X
and JointBoost classifier Hy . In defining this mapping, we will
explicitly ensure that all resulting vectors have the same norm.

We begin by defining the vector V (X) corresponding to
each pattern X in space X:

V (X) = (h1(X), . . . , hd(X), 1, cX) , (2)

where hm are the weak classifiers used in Equation 1, and cX
is a value calculated for each X , that ensures that all V (X)
have the same Euclidean norm.

Quantity cX can be determined as follows: first, we need
to identify what the maximum norm of any V (X) would be
if we set all cX to zero, for all patterns X in our database U:

Nmax =

√√√√maxX∈U[(

d∑
m=1

hm(X)2) + 1] . (3)

Then, we define cX as:

cX =

√√√√N2
max − [(

d∑
m=1

hm(X)2) + 1] . (4)

By defining cX this way, it can easily be verified that the
Euclidean norm of every V (X) is equal to Nmax.

Now we can define the vectors corresponding to JointBoost
classifiers Hy . In particular, given a classifier Hy , we define an
auxiliary vector Vorig(Hy), and the vector of interest V (Hy),
as follows:

Vorig(Hy) = (αy,1, . . . , αy,d, ky, 0) (5)

V (Hy) =
NmaxVorig(Hy)

‖Vorig(Hy)‖
(6)

In the above equations, αy,m and ky are the weights and
class-bias terms used in Equation 1, and ‖V ‖ denotes the
Euclidean norm of V .

Using these definitions, it is easy to verify that for any
classifier Hy and pattern X it holds that:

Hy(X) = Vorig(Hy) · V (X), (7)

where V1 ·V2 denotes the dot product between vectors V1 and
V2. We note that the (d + 2)-th coordinate of V (X), which
is set to cX , does not influence Vorig(Hy) · V (X), since the
(d+ 2)-th coordinate of each Vorig(Hy) is set to zero.

In model-based search, given a query classifier Hy , the sys-
tem needs to return to the user the top K database patterns X
that maximize Hy(X) (for some given value of K). Equation
7 shows that finding the patterns X maximizing Hy(X) is the
same as finding the patterns X maximizing Vorig(Hy) ·V (X).
It readily follows that maximizing Vorig(Hy) · V (X) is the

same as maximizing V (Hy) · V (X), since the dot products
of V (Hy) with each V (X) are simply scaled versions of
Vorig(Hy) ·V (X), where the scaling value Nmax/‖Vorig‖ does
not depend on X .

We will now take one additional step, to show that max-
imizing the dot product between V (Hy) and V (X) is the
same as minimizing the Euclidean distance between V (Hy)
and V (X). That can be easily shown, by using the fact that
both V (X) and V (Hy) are vectors of norm Nmax, because
the dot product and the Euclidean distance for vectors of norm
Nmax are related as follows:

‖V (X)− V (Hy)‖2 = 2N2
max − 2(V (X) · V (Hy)) . (8)

As shown in [13], the above equation can be easily derived as
follows:

‖V (X)− V (Hy)‖2 = (9)
= (V (X)− V (Hy)) · (V (X)− V (Hy)) (10)
= (V (X) · V (X)) + (V (Hy) · V (Hy))

−2(V (X) · V (Hy)) (11)
= 2N2

max − 2(V (X) · V (Hy)) , (12)

using the fact that V (X) · V (X) = V (Hy) · V (Hy) = N2
max.

This result means that, given a query classifier Hy , finding
the top K database patterns X that maximize Hy(X) is
reduced to finding the K nearest neighbor of V (Hy) among
all vectors V (X) corresponding to database patterns X . The
next section describes how to use that fact for speeding up
model-based search.

The main difference of the embedding definition in this
section from [13] stems from the fact that, in our problem,
our goal is to find the patterns X maximizing the response
Hy(X) of a given classifier Hy(X), as opposed to finding, in
[13], the classifier Hy (among many classifiers) maximizing
Hy(X) for a given X . Due to the different goal in this paper,
we have inserted value cX as the value in the last dimension
of V (X) in Equation 2, and we have used value 0 for the last
dimension of Vorig(Hy), whereas the values used for those last
dimensions are different (and, loosely speaking, switched) in
[13].

4. Using the Embedding for Efficient
Model-Based Search

So far we have established that, given a query classifier Hy ,
to find the top K database patterns X maximizing Hy(X), it
suffices to find the K nearest neighbors of V (Hy) among
all vectors V (X) obtained from database patterns X . The
importance of this reduction is that it allows use of any of
several vector indexing methods to speed up the search, such
as, e.g., the methods in [2], [5], [6].

In our experiments, we have been able to obtain significant
speed-ups via a simple approach based on principal component
analysis (PCA) [8]. Since the set of vectors V (X) is computed
off-line, we can use those vectors for an additional off-line
step, where PCA is used to identify the principal components



of those vectors and the corresponding projection matrix Φ.
Given a query classifier Hy , its vector V (Hy) can be projected
to Φ(V (Hy)) online, and then Φ(V (Hy)) can be compared
to the projections Φ(V (X)) of the vectors corresponding to
database patterns X .

PCA can easily be used within a filter-and-refine retrieval
framework [7], as follows:

• Input: A query classifier Hy , and its vector representa-
tion V (Hy).

• Filter step: Compute the projection Φ(V (Hy)) to the
lower-dimensional space, and rank database objects X in
increasing order of the distance between Φ(V (X)) and
Φ(V (Hy)).

• (optional) Refine step: Rerank the p highest ranked
patterns X (where p is a system parameter), in decreasing
order of Hy(X). Beyond the top p patterns, the rest of
the ranking computed by the filter step is not changed.
In our experiments, p = 0, and thus no refine step is
performed.

• Output: Return the K highest ranking patterns to the
user. The number K of results to be returned is not
something that we address in this paper, this number can
be determined by the user or by the system.

As long as d′ � d (where d′ is the number of dimensions
of Φ(V (X)), and d is the number of weak classifiers), the
filter step is significantly faster than simply applying Hy to all
database patterns X . At the refine step (if we opt to perform
that step) we do apply Hy on some patterns X , but, typically p
is much smaller than the number of all patterns in the database.

In our experiments, we set p = 0, meaning that we did not
use a refine step at all, as we obtained sufficiently good results
using just the rankings from the filter step.

5. Experiments

5.1 Dataset

As a case study, we conducted experiments on a large
database of face images, that we constructed using the FRGC-
2 public face dataset [9]. The dataset consists of 36,817 face
images from 535 classes (i.e., 535 distinct persons). The image
resolution that we used is 100 × 100. The actual database
that we used contained 19,965 images. The remaining 16,852
images were used as training set, to train the JointBoost
classifiers,

2,130 images from the training set were also used as a test
set for the similarity-based search method described in Section
5.4, that we used as one of the baseline methods. We should
note that, for that method, no training was needed. We ensured
that each set (training, database, test) contains at least one
sample from every class. Beyond that constraint, images were
sampled randomly. Images were cropped to get only the facial
region, and normalized to mean 0 and standard deviation 1 to
remove influences of brightness and contrast.

5.2 JointBoost Implementation
We applied PCA [8] to the 16,852 training images, and we

kept the top 200 components as input for JointBoost training.
To avoid confusion, this PCA operation is NOT related to
the PCA operation discussed in Section 4. Rather, this PCA
operation is simply a feature extraction preprocessing step,
before we apply JointBoost. In training JointBoost classifiers,
the system formed weak classifiers hm simply by choosing,
for each hm, a PCA dimension (out of the 200 dimensions we
kept) and a threshold value. So, essentially each weak classifier
was a decision stump.

JointBoost selected a total of 2,345 unique weak classifiers
(thus, d = 2, 345 in Equation 1).

5.3 Indexing Implementation
As described in Section 3, the number of dimensions of the

vectors that we map classifiers and patterns to is d+ 2, where
d is the number of weak classifiers in Equation 1. Therefore,
the total number of dimensions is 2,347.

As we discuss in Section 4, we use PCA as the basis of
our indexing method. The PCA projection matrix was trained
from the embeddings V (X) obtained from all 19,965 database
images. We used the indexing method described in Section 4,
without a refine step. Thus, the only parameter we needed to
set was the number d′ of PCA dimensions to use for the filter
step. We show results with d′ values 100, 200, and 500.

5.4 Baseline Methods
In our experiments, we compare (based on accuracy and

efficiency) the proposed method with the following baseline
methods:
• Brute-force model-based search. Here, we simply apply

classifier Hy to every single database pattern X . The goal
of this paper has been to propose a significantly more
efficient alternative for this baseline method, without
sacrificing too much in accuracy. Thus, it is important to
examine the accuracy and efficiency trade-offs that our
method achieves compared to brute force.

• Brute-force similarity-based search. Since similarity-
based search is a common alternative to model-based
search, we evaluated the accuracy of a similarity-based
search method that used the Euclidean distance to com-
pare a query image to database images. For this baseline
method, we used as queries the 2,130 images that we
designated as test set (and which were not part of the
database).

• Truncated JointBoost classifiers. If we want to speed up
model-based search using JointBoost classifiers (or any
other boosted classifiers, for that matter), a very simple
approach is to simply choose fewer weak classifiers (thus,
use a smaller d in Equation 1). This is what we use in
this baseline method. This method trades accuracy for
efficiency (larger d means higher accuracy and longer
running time), and its speed is quite similar to our
method, as long as the number of weak classifiers used



in this baseline method is equal to the number of PCA
dimensions that we use in our method.

We should note that, for our method, for brute-force model-
based search, and for truncated JointBoost classifiers, as
queries we used the 535 classifiers trained by JointBoost to
recognize each of the 535 classes in the FRGC-2 dataset.

5.5 Measuring Precision and Recall
We use precision and recall as measures of accuracy. For a

given number K of results presented to the user for a query,
precision is the percentage out of the top K results that are
actually correct, and recall is the fraction of correct results
ranked as top K over the total number of correct results.

To compute precision and recall for a specific query, we
first need to determine K, i.e., how many results to return for
that query. We use the simple approach of using the same K
for all queries. For each specific method, after fixing K, we
computed the precision value and the recall value obtained
for each query. We averaged those values over all queries,
to obtain the precision value and the recall value for the
entire set of queries, for that value of K. By varying K,
we obviously obtain different precision/recall values for each
method, ranging from recall 0 to recall 1. We plot these values
to generate a traditional precision-vs.-recall curve, as shown
on Figure 1.

5.6 Results
Figure 1 shows precision versus recall plots for our method

(with 100, 200, and 500 PCA dimensions used) as well as for
the baseline methods. Table 1 shows the speed-up obtained
by different methods, compared to brute-force model-based
search (which, by definition, has a speed-up of 1).

As shown on Figure 1, model-based search clearly out-
performs the similarity-based search alternative in terms of
accuracy. For example, for a recall rate of 0.4, similarity-based
search obtains a precision under 0.05, whereas model-based
search obtains a precision over 0.85. This result shows that,
in this dataset, model-based search using a generic machine
learning method (JointBoost) does much better than similarity-
based search using a generic similarity measure (Euclidean
Distance). This result motivates the need for methods, such as
the method proposed in this paper, to speed up model-based
search. We should note that better results may be obtainable
in similarity-based search as well, using more sophisticated
similarity measures, e.g., [3], [17]. Still, we considered it
important to establish that our model-based search implemen-
tation, at the very least, is much more accurate than a simple
implementation of similarity-based search. We should also
note that similarity-based search could probably be made even
more efficient by using some indexing method, but given its
very low accuracy we did not explore that direction.

Figure 1 and Table 1 also show that our method obtains
significant speed-ups over brute-force search with rather small
losses in accuracy. For example, our method when using 200
PCA dimensions obtains a precision vs. recall curve rather
close to that of brute-force search, while attaining a speed-up

Table 1
THE SPEED-UP FACTOR, COMPARED TO BRUTE-FORCE MODEL-BASED

SEARCH, ATTAINED BY DIFFERENT METHODS.

Method Speed up factor
Model-based search, brute force 1
Our method, 500 PCA dimensions 6.317
Our method, 200 PCA dimensions 17.573
Our method, 100 PCA dimensions 31.491
Truncated JointBoost, 500 dimensions 6.415
Truncated JointBoost, 200 dimensions 18.458
Truncated JointBoost, 100 dimensions 31.690
Similarity-based search, brute-force 11.785

of a factor of 17.6, which is more than an order of magnitude.
We note that, when using only 100 PCA dimensions, the
accuracy of our method deteriorates noticeably.

Finally, we observe in Figure 1 that our method obtains
much better accuracy-vs.-efficiency trade-offs compared to
using truncated JointBoost classifiers. In terms of speed-up
factors, our method with d′ PCA dimensions obtains, as
expected, roughly the same speed-up as truncated JointBoost
classifiers using only d′ weak classifiers, as shown on Table
1. However, for the same d′ of 100, 200, or 500, our method
obtains significantly better precision-vs-recall curves. This
result further highlights the benefits of the proposed method,
by showing that our method works better than the simple
ad hoc solution of improving efficiency using fewer weak
classifiers.

In summary, model-based search was far more accurate than
similarity-based search, which was, on the other hand, far more
efficient. This result motivates the need for methods, such as
our own, to improve the efficiency of model-based search.
Our method, using the proposed embedding and 200 PCA
dimensions, obtained accuracy rather similar to that of brute-
force model-based search, with a speed-up factor of 17.6.

6. Conclusions
We have proposed a novel indexing method for speeding

up model-based search in databases of patterns. We have
motivated our approach by showing that, in our case study,
model-based search obtained much better accuracy than a
simple similarity-based search implementation. Our proposed
indexing method is based on an embedding that maps both
classifiers and database patterns into a common vector space.
Using that embedding, the task of finding the database patterns
that maximize the response of the query classifier is reduced
to finding nearest neighbors in a vector space. This reduction
allows various general-purpose vector indexing methods to be
used to speed up the search.

In our experiments on the public FRGC-2 dataset of face im-
ages, we have shown that the proposed embedding, combined
with a rather simple PCA-based indexing scheme, provides
significant speed-ups with only small losses in accuracy, com-
pared to brute-force model-based search. In future work, we
plan to explore more sophisticated vector indexing methods,
to measure the extent to which they can further improve
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efficiency. Also, as the proposed method specifically targets
cases where classifiers are trained via JointBoost, we are
interested in exploring the problem of designing indexing
methods for more general types of classifiers, including, for
example, support vector machines.
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