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Abstract

We are organizing a competition on gesture recognition.
This challenge is part of a series of challenges on the theme
of unsupervised and transfer learning. The goal is to push
the state of the art in algorithms capable of learning data
representations, which may be re-used from task to task,
using unlabeled data and/or labeled data from similar do-
mains. In this challenge, the competitors will obtain for
training a large database of videos of gestures from various
gesture lexicons (religious emblems, sports referee signals,
marshalling signals to guide vehicles or machineries, div-
ing signals to communicate under water, signs from sign
languages for the deaf, and signs accompanying narratives
of hearing people, etc.). They will then be tested on ges-
tures from different domains and different gesture vocab-
ularies, unknown in advance. The final test will be carried
out in a live competition in which the systems will be demon-
strated at the site of a conference during the summer 2012.
We are holding a milestone event at the HCI workshop held
in conjunction with ICCV 2011, where the organizers will
demonstrate baseline systems and explain the competition
protocol to encourage participation. Up to five competitors
will demonstrate systems under development.

1. Introduction

In many problems of computer vision, data abound but
few labeled instances are available. Further, it is not uncom-
mon that labeled examples are available in one particular
domain, but not in another or at least in much less abun-
dance. Hence, the hope that a data representation obtained
by training on large amounts of unlabeled data or with data
from a similar domain, could be re-used to speed-up learn-

ing of a new domain. For instance, the internal represen-
tation of a recognizer of a particular alphabet would be re-
used to learn to recognize other types of characters.

In a first challenge we organized this year on
the theme of “unsupervised and transfer learning”,
we have proposed 5 datasets from various domains
(handwriting recognition, image recognition, gesture
recognition, text, processing, ecology), all reprocessed
and formatted as a vector representation to encour-
age a broad participation (http://clopinet.com/
isabelle/Projects/ICML2011/. To evaluate the
possibilities of algorithms working directly on raw video
data, we are organizing a second challenge on gesture
recognition.

The analysis of video data and 3D image sensor data is
genuinely important in many computer vision applications,
including image/video indexing, robot navigation, video
surveillance, computer interfaces, and gaming. It encom-
passes a wide range of sub-problems of varying levels of
technical difficulty. The ability to recognize humans and
their activities by vision is essential for machines to in-
teract intelligently and effortlessly with a human-inhabited
environment. The sub-problem of gesture recognition is
found in many applications and provides excellent bench-
marks for pattern recognition. Gestures can originate from
any body motion or state but commonly originate from the
face or hand. Much recent research has focused on emo-
tion recognition from face and hand gestures, with applica-
tions in gaming, marketing, and computer interfaces. Many
approaches have been made using cameras and computer
vision algorithms to interpret sign language for the deaf.
However, the identification and recognition of postures and
human behaviors is also the subject of gesture recognition
techniques and has gained importance in applications such
as video surveillance. The recognition of natural gestures
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is very challenging due to the multi-modal nature of the
visual cues (e.g., finger and lip movements, facial expres-
sions, body pose), as well as technical limitations such as
spatial and temporal resolution and unreliable depth cues.
Research in gesture recognition is fragmented into several
sub-domains including the recognition of facial cues, hand
motion, and body motion or poses. Several topics are of
general interest to researchers in the field, including data
representations, learning from unlabeled or partially labeled
data, segmenting data, and sharing data.

2. A challenge based on a live evaluation and
demonstrations

The competitors will work towards designing a system
capable of being demonstrated in a live competition taking
place at the site of a conference. We are planning to hold
a milestone event at the HCI workshop held in conjunc-
tion with ICCV 2011 and the final competition at CVPR
2012. Having a live demonstration will attract attention and
be more convincing than the usual data tables and graphs.
Each competitor will come with his own computer, camera
and computer vision software to demonstrate his system.

We are planning to offer two types of evaluations: a
quantitative evaluation and a qualitative evaluation. For
the quantitative evaluation, the competitors will have to
perform single signer small vocabulary recognition tasks,
based on “one-shot-learning”. The gesture vocabularies
used in the live evaluation will not be known in advance by
the participants. This will put pressure on them to develop
efficient data representations, which can be re-used across
gesture vocabularies, and eventually make use of “transfer
learning” methods. For each task corresponding to a given
gesture vocabulary, the competitors will be given one ex-
ample of each gesture. Subsequently, they will have to rec-
ognize short sequences of one to five gestures, performed
by the same signer, in similar conditions (same background
and illumination).

For the qualitative evaluation, this setting of small vo-
cabulary gesture recognition will then have to be exploited
by the participants in an application or a game of their
own design. The participants will have to perform a live
demonstration of their system and the demonstration will
be judged for its originality, novelty, quality of realization
and potential impact by a panel of experts.

To stimulate participation and facilitate the task of the
participants, the organizers will make available sample code
for the task of the challenge and evaluation software. They
will also make available sample games as example demon-
strations.

We propose to demonstrate the sample games at the HCI
workshop held in conjunction with ICCV 2011 as well as
up to five demonstrations by the participants. This should
encourage exchanges and attract more participants.

3. Datasets of the challenge
No limitation will be put on the amount of data or re-

sources used to develop the system prior to the live com-
petition. However, data will be made available to help
the competitors develop their system and to help them
evaluating them. We have already collected sample data
and distributed it at the CVPR and ICML conferences.
The sample data are also available on-line on our web-
site: http://gesture.chalearn.org/. The sam-
ple data includes the recording of 1,500 gestures. We
have received government grants, which should allow
us to collect at least ten times more data. The chal-
lenge also partially relies on a data exchange (follow-
ing strict specifications) to ensure data diversity. The or-
ganizers are creating catalogs of gestures described by
flash cards (see examples at http://www.causality.
inf.ethz.ch/Gesture/index.html). Data con-
tributors are asked to contribute data in units of 100 gestures
called experiments following a given script, which consists
of prescribed sequences of 1 to 5 gestures from a vocabulary
of 8 to 15 unique gestures. Every script starts with one ex-
ample of each gesture of the vocabulary, performed in isola-
tion. The recording must be performed with a fixed camera,
in black and white or in color, capturing the head, torso and
hands, with the subject either facing or slightly sideways, at
a minimum rate of 6 frames per second. The head should
occupy about approximately 1/5 to 1/3 of the image in each
dimension. The image size should be at least 320x240 pixel
large. The data should saved in a standard uncompressed
format such as AVI. The gestures will have to be played
continuously, but slightly spaced in time and punctuated
by returning the hands to a resting position. Using the
data collection software that we provide (http://www.
causality.inf.ethz.ch/Gesture/GDC.zip), it
takes less than one hour to record one experiment (a set of
100 gestures from a given lexicon). We initially planned to
collect 10,000 gestures, but thanks to the efficiency of our
data collection procedure, we presently estimate that our
challenge dataset will include of 30,000 to 50,000 gestures.
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