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ABSTRACT
Computer vision tasks are very dataset dependent and with the
emerging growth of image processing tasks and their applications,
there is a huge demand for more datasets in terms of variety or size.
Considering many face datasets are assembled largely manually,
the process of manual dataset construction could be very time-
consuming and labor intensive. In addition, some face datasets are
constructed automatically over the past few years, but they are all
constructed with previous knowledge of labels to some extent.
In this work, we focus on automated face dataset generation from
unlabeled images. We present a novel and effective pipeline for gen-
erating face datasets automatically from unlabeled and raw data for
face-related tasks.We evaluated our pipeline on several datasets and
it achieved a significant improvement compared to clustering-only
approaches, which shows its potential towards practical solutions
for automated face dataset generation.
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1 INTRODUCTION
Learning models for computer vision tasks is a task that relies
heavily on datasets. With the emerging growth of image processing
tasks and their applications, there is a huge demand for larger and
more exhaustive datasets. However, manual dataset generation
could be very time-consuming and it is almost impossible that
manual labeling can keep up with the increasing demand for the
labeled datasets.

While the number of labeled datasets are limited and construct-
ing one needs a huge deal of effort, unlabeled images are unlimited,
easy to find and collect, one can use crawlers to download a huge
amount of unlabelled images. Thus, an interesting problem is to
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automatically generate labeled face datasets using the unlabeled
images.

Of the computer vision tasks, face-related tasks, e.g. face verifi-
cation and recognition [8, 14], have attracted a large interest over
the past decade [8, 14, 20, 24]. Thus we focus on automated dataset
generation for face-related tasks to facilitate training and testing
processes for these tasks.

To alleviate the cost and time required to create and annotate
a dataset manually, implementing an automated dataset creation
system with no or minimal human intervention has been an inter-
esting topic recently [1, 6, 25]. Some datasets are proposed in this
manner, such as MegaFace [6]. In MegaFace, images are automati-
cally collected from Flicker accounts with this assumption in mind
that images from different accounts belong to different identities.
Thus they had some knowledge about the label of images before-
hand with a high probability. In YoutubeFaces, they collect video
frames from videos that belong to different identities. Similarly,
they had some knowledge about the label of images, since each
video belongs to one individual. All the past work had this previous
knowledge about the label of images to some extent. In this paper,
we do not make such assumption about the input data; in fact the
input to our pipeline is unlabeled and raw images.

Our pipeline could be used for a variety of applications rang-
ing from law enforcement to smart living. Here are some of the
applications that our pipeline could be applied to:

• Helping with investigations using homeland security
cameras: In this problem there are a huge number of images
captured by surveillance cameras and during investigation
we need to group faces together to make the investigation
more efficient. Our pipeline could be applied in that scenario
to create a labeled face dataset from unlabeled footages.

• Face tracking: In face tracking and recognition in videos
such as face tracking or cast grouping in movies, we need
to process a large amount of video frames and extract faces
and create a labeled face dataset. Our pipeline could take the
video frames as input and output the labeled faces.

• Smart living: Our pipeline could be applied in the area of
smart living in which face identification and verification
play important roles. To test such face identification and
verification algorithms, face datasets that are captured in the
real-world surveillance scenario is an emerging need. Our
pipeline could be applied to footages captured by surveil-
lance cameras to create such labeled face dataset to be used
to test face identification and verification algorithms.

Another motivation for our pipeline would be dataset creation
from surveillance camera images/footage [9]. Face images from
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these cameras are unlabeled and there is no previous knowledge
about the label of these images. Using our pipeline, we can create a
dataset from these images for face recognition tasks. This dataset
can be used to recognize people at the entrance of difference places
for security monitoring. In addition, the created dataset could be
used in environments such as restricted areas to find a suspicious
person.

In this paper, we propose a novel face dataset creation pipeline
by employing multiple image manipulation modules. The input
to our pipeline is a corpus of unlabeled images that one wants to
generate a face dataset out of them, and the output of our pipeline
is a labeled dataset of identities.

Figure 1 represents an overview of our pipeline. Our pipeline
has four main stages:

(1) Image Collection: In this stage the unlabeled images are
collected. These images can be collected throughweb crawlers,
surveillance cameras, movies, family photo albums, etc.

(2) Face detection: In this stage the facial landmarks are de-
tected and image normalization is done. As explained in the
preprocessing section of [12], first 68 facial landmarks are
detected by the DLIB implementation of Kazemi and Sulli-
van’s ensemble of regression trees method [5], then image
normalization is performed by following the normalization
method explained in [19].

(3) Feature extraction: Having detected the faces and after
normalizing them, these images are input to a convolutional
neural network. The architecture of this network is described
in [16], this network has 10 convolutional layers with filters
of 3x3. The output of last average-pooling layer is used as the
face representation; these embeddings are 320-dimensional.
After extracting these face embeddings i.e. E1,E2 , ...,En , we
pass them to a clustering algorithm to be grouped.

(4) Face clustering:We fed the face embeddings to a face clus-
tering algorithm to cluster faces, i.e. C1,C2, ...,Cn .

(5) Face verification: Reducing the false positives from each
cluster is the main role of this stage. The input to this stage is
the clustersC1,C2, ...,Cn , and the output is the cleaned clus-
ters, i.e. C ′

1,C
′
2, ...,C

′
n , as well as all detected false positives,

i.e. Cf p .
(6) Face identification: Instead of ignoring images in Cf p , we

try to assign them to the right cluster, if any, in this stage.
To this end, we first train an SVC classifier using FaceNet
network over C ′

1,C
′
2, ...,C

′
n , and use the trained classifier to

classify images in Cf p to their correct clusters, if any. This
stage turns out to be very effective in practice. The final
output of this stage and our pipeline is a labeled dataset of
face images.

In summary, this paper presents the following contributions:

• We propose a novel pipeline for automated face dataset cre-
ation from unlabeled images.

• We evaluate the performance of our pipeline on several
face datasets and show that it suppresses clustering-only
approaches significantly.

• We make our code publicly available to help effort in auto-
mated face dataset generation.

This paper is organized as follows. Section 2 presents the related
work. Section 3 presents our approach, and Section 4 illustrates our
evaluation results. Finally, Section 5 concludes this paper.

2 RELATEDWORK
Even though in the past few years a substantial effort has been
made to assemble larger and more comprehensive face datasets, all
of them are either constructed by human intervention or they had
the previous knowledge about the labels to some extent. Our work
focuses on automated face dataset creation without any previous
knowledge about the labels.

Face dataset creation methods can be categorized into two cate-
gories: i) manually labeled, and ii) automatically labeled. Next, we
present the related works of each category.

2.1 Manually labeled
A common approach for constructing a face dataset is to do it
manually. In this section we present a list of datasets that were
created in this manner. The process of creating a face dataset has
these steps: 1) collecting images using web-crawlers or picking an
existing dataset to create one’s own dataset from, 2) detecting and
extracting faces, 3) cleaning up the dataset from non-face images or
noisy data, e.g. the face images that does not belong to a particular
subject 4) naming or labeling the identities.

Crawling face images from the Internet is easy but the process
of annotating/labeling the identities is time-consuming and labor
intensive hence prone to error. Manual or semi-automated meth-
ods particularly focus on the third step which is noise removal
and dataset labeling. Some datasets have been collected through a
larger dataset such as CASIA [27]. In constructing CASIA-webface
dataset they directly knew whose images were being collected, thus
it’s been labeled from the beginning and their main concern was
cleaning the dataset from noisy data. Some other datasets’ images
were collected through web-crawlers, i.e. a list of individuals names
were prepared in advance and their images were downloaded one
after another.

Since the labeling process has been taken care of in one of these
methods, noisy data removal and making sure that each identity’s
set of images only contains its own data is the most important pro-
cedure in building a face dataset. Next we present a list of datasets
that were semi-automatically constructed.

• Faces in the Wild (LFW) [4]: This is a dataset of face im-
ages which was constructed in 2007. It contains 13,233 im-
ages of 5,749 individuals. The process of building this dataset
consists of gathering the raw images from the Faces in the
Wild dataset [3], detecting faces, then eliminating the false
positives, eliminating duplicate images, and labeling the de-
tected faces. The two most time-consuming parts, eliminat-
ing the false positives and labeling the detected people were
done manually.

• CASIA-webface [27]: This dataset was created in 2014. It
contains 494,414 images of 10,575 individuals. To construct
this dataset they leveraged IMDB website which is a well-
structured website containing information of celebrities in-
cluding their photo galleries.
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Figure 1: An overview of our pipeline: F1,F2, ... Fn are the extracted faces, E1,E2, ... En are the images’ embeddings,C1,C2, ...,Cm
are the initial clusters, C ′

1, C
′
2, ..., C

′
m are the clusters with the false positives removed.

The process of annotating CASIA-webface dataset is done
partly manual. Also their method is based on partial previ-
ous knowledge of images’ labels. First they automatically
extract the faces of the images through a pre-trained face
recognition network [26], then use the “main photo” image
of each celebrity in IMDB as a seed image for that individ-
ual. After that, they augment each individual’s seed image
with images in its gallery containing only one face image
assuming that image belongs to the corresponding celebrity.
For the remaining images in the “photo gallery” they use
similarity and name tag of the corresponding celebrity to
determine if the face belongs to the same celebrity or not. In
the last step they manually remove the incorrectly grouped
face images.

• IJB-C [10]: This dataset contains 31,334 images of 3,531
individuals. It’s an inclusive version of the previous ones
i.e. IJB-A [7] and IJB-B [21]. Unlike MegaFace dataset which
has been collected in an automated fashion in IJB-C most
tasks were done with or under the control of humans. In
total, over 3.8 millionmanual annotations were performed by
Amazon Mechanical Turk (AMT) workers, these annotations
mainly include bounding boxes, labeling subjects, and facial
landmarks.

• UMDFaces [2]: This dataset contains 367,888 images of
8,277 subjects and it’s proposed in 2017. This dataset has been
constructed through semi-automated procedures. The ini-
tial step of collecting/downloading images were done using
web-crawling tools and next face detection was performed
through face detection model proposed in [13].
The most challenging parts, namely annotating the face im-
ages and also cleaning the detected face boxes, were done by
humans. Basically, they used AMT which is crowd-sourcing
platform to get human annotations. These annotations are
then used to remove extraneous faces. Even though this step
has been done by AMT users they also performed a final
cleaning step using one-to-one face verification [24].

In contrast to these methods, the input to our system/pipeline
could be raw images which could have been gathered from different
sources with different image quality or size. We enforce no limi-
tation in terms of image sources, and also the images are entirely
unconstrained. Having these features can help people to construct
their own face dataset with no limitations/constraints.

2.2 Automatically labeled
The process of building a face dataset can also be done in an auto-
mated fashion. In this approach all the steps, starting from collecting
the initial face data images to annotating and labeling them and
afterwards cleaning the dataset via removing the noisy data are
performed purely automatically. To the best of our knowledge, the
only face dataset that has been created following this approach is
MegaFace dataset [11]. Technically, MegaFace was created in an
automated way but under some assumptions which we describe in
the next part.

• MegaFace [11]:MegaFace2 also known as MF2 dataset con-
tains 4.7M images of 672K individuals. It has leveraged Ya-
hoo’s 100M Flickr set [18], and they collected photos from
many different Flicker users’ profiles–500K unique user IDs.
MF2 dataset was assembled under a couple of assumptions:
1) they assumed that different user profiles belong to dif-
ferent users, and 2) in the process of collecting images of
different user IDs they picked the first photo with a face size
larger than an specific size (i.e. 50 × 50) and if the photo
had multiple faces above that resolution, they included all
those face images, assuming that they belong to different
people with high probability. MF2 is a noisy dataset due to
the identity labels being noisy and mislabeled [10].

On the other hand, our proposed pipeline only inputs raw im-
ages without any labels or user IDs. Our system’s input is raw
images which they don’t even have to contain face images. We
leveraged one of the state-of-the-art face detection technique called



PETRA’19, June 2019, Rhodes, Greece Z. Anvari et al.

MTCNN [28] which has also been used by FaceNet to detect and
extract faces.

3 OUR APPROACH
In this section, we describe our approach to create a face dataset au-
tomatically, i.e. without any manual intervention, out of unlabeled
images. To this end, we take an automated end-to-end approach
and propose a pipeline that has four stages: i) preprocessing/face
detection, ii) clustering, iii) face verification and iv) face identification.
The input to our pipeline is a corpus of unlabeled images and the
output is a labeled face dataset. In the following, we describe each
of these stages in details.

3.1 Stage 1: Image collection
In this stage the unlabeled images are collected. In our experi-
ments we use images from the existing face datasets such as CASIA-
webface, LFW, CFP, etc. But generally images can be collected in
arbitrary ways. For example, images can be collected through web
crawlers, surveillance camera footages, video frames, family photo
albums, and so on. These images are unconstrained meaning that
they can vary in size, lighting, occlusion, pose, etc.

3.2 Stage 2: Face Detection
In this stage the facial landmarks are detected and image normaliza-
tion is done. As explained in the preprocessing section of [12], first
68 facial landmarks are detected by the DLIB implementation of
Kazemi and Sullivan’s ensemble of regression trees method[5], then
image normalization is performed by following the normalization
method explained in [19].

3.3 Stage 3: Feature Extraction
Having detected the faces and after normalizing them, these images
are fed to a very deep convolutional neural network. The archi-
tecture of this network is described in[16], this network has 10
convolutional layers with filters of (3 x 3). As the face representa-
tion the output of the last average-pooling layer is utilized. The
embeddings are 320-dimensional. After extract these face embed-
dings i.e. E1,E2, ...,En we pass them to a clustering algorithm to be
grouped.

3.4 Stage 4: Clustering
The output of the previous stage is the 320-dimensional embeddigs
of the face images, which will be input to the next stage, i.e, face
clustering. Technically any arbitrary face clustering algorithm can
be used to cluster the face images, however, we opt for one of the
state-of-the-art clustering algorithm called approximate rank-order
clustering proposed by Otto et al. [12].

The approximate rank-order algorithm requires unlabelled im-
ages as input and after extracting the feature-space representations
performs an efficient and effective rank-order algorithm to cluster
images. We in particular chose this algorithm due to the fact that
it achieves better accuracy than the previous well-known cluster-
ing techniques such as k-means and spectral in large scale face
clustering.

Approximate rank-order outperforms previousmethods. It achieves
a f1-score of 87% on LFW dataset, while k-means (with k = 6508),

Spectral, and rank-order methods achieve 7%, 20%, and 80% respec-
tively.

3.5 Stage 5: Face verification
After clustering the unlabelled face images, we end up with clusters
C1,C2, ....Cm . Since there is no perfect clustering algorithm, having
false positives are inevitable, meaning that there could be clusters
that have images of multiple individuals.

To deal with these false positives, we added another stage which
in particular detects and removes the false positives. In order to
remove false positives, we build a graph per cluster in which each
node is an image in that cluster and each edge connects two im-
ages/nodes that belong to the same person. Then we extract the
largest connected component and keep images in that component
as a separate cluster, and we move images not presented in that
connected component to a “low-confidence” folder.
Building the graph: In below we describe the steps in building
the graph from a cluster. Lets assume that a cluster has n images.

• We first extract features from n images in a cluster. To ex-
tract features, we employed the FaceNet [14] with Inception-
ResNetv1 architecture [17] to perform the face verification
taskwhich uses a pretrainedmodel to generate 512-dimensional
embeddings. Eventually, we end up with E1,E2, ...,En em-
beddings.

• We create a node per image feature, Ei , 1 < i < n.
• For each image pair we do the following: We compute the
distance of the two images and if it is less than a threshold
we draw an edge between the nodes.
Given a pair of two face images, a L2 distance threshold
Distance(X ,Y ) is used to determine if they belong to the
same person or to different people. Equation(1) shows how
the distance between two image embeddings are calculated
using L2 distance. We empirically tuned the distance thresh-
old to 0.9, and if the distance of two images is less than
threshold, they both belong to the same person.

Distance(Emb(X ),Emb(Y )) =

√√ n∑
i=0

(xi − yi )2 (1)

whereEmb(X ) andEmb(Y ) correspond to the 512-dimensional
embeddings of image X and Y , also xi and yi correspond to
the ith row of the X ′ and Y ′s embeddings vector.

• We extract the largest connected component and store im-
ages in that component as a separate cluster. We move the
rest of the image to the “low-confidence” folder.

3.6 Stage 6: Face Identification
Having taken care of the false positives, we decided to reduce the
false negatives as well; hence the quality of our final dataset will
be improved.

In order to do so, we trained an SVC classifier on our cleaned-up
clusters, i.e.C ′

1,C
′
2, ...,C

′
m , using FaceNet face classification method.

Through this classifier we classify the images that were removed
in the previous stage and grouped in the “low-confidence” folder. If
the classifier confidence is high enough, the images are added to
their cluster. Otherwise, we throw those images away.
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Having performed the above-mentioned process, we have en-
countered a challenge at this stage over the course of our experi-
ments that we explain how we addressed and resolved it below.
Encountered challenge: We have observed that our trained clas-
sifier overC1,C2, ...,Cm performed poorly on the “low-confidence”
images. Thus, we performed error analysis and discovered that there
are cases with multiple clusters belonging to the same identity this
made our classifier perform poorly.

To address this issue, we decided to handle those clusters that
belong to the same identities by using a well-knownmetric to merge
these clusters. To combine such clusters, we used the single linkage
metric, which is widely used in hierarchical clustering [23], to
merge clusters that are very close to each other. We also empirically
tuned a distance threshold to decide to merge clusters based on
that. In this way, we were able to merge such clusters and improve
the f1-score for all datasets under the study of this paper. Here we
explain how single linkage works.
Single linkage: This is a method to measure the distance between
two clusters and it’s defined as follows:

D(X ,Y ) = min
x ∈X ,y∈Y

d(x ,y) (2)

where X and Y are the clusters, and D is the distance function.
D is defined as the minimum distance of any pair of points in X
and Y .

Single-linkage clustering is one of the several methods that are
used in hierarchical clustering to group closely similar clusters.
This method is based on agglomerative clustering [23], but the key
difference between this method and ours is that we only used a
single step of the combining process, meaning we calculated the
distance between the feature vectors and picked the minimum
distance or in other words the closest clusters.

In summary, at this stage we merge clusters as a pre-process
step so that our classifier can perform well. Having performed this
pre-processing step, we follow the steps explained at the beginning
of this section to classify the images in the “low-confidence” folder.

4 EXPERIMENTS
In this section, we present our evaluation of our pipeline. First, we
present the evaluation metric, and then we overview the datasets
that we have evaluated our pipeline with. Finally we present our
evaluation results.

4.1 Evaluation measures
We can evaluate accuracy in terms of correctly clustered images
using individuals’ labels. One of the measures that can be calculated
efficiently to evaluate clustering quality and relies on identity labels
is pairwise f-measure which is based on standard f-measure calcula-
tion [22] with a slight difference in the definition of precision and
recall, Fig. 2. We calculated pairwise f-measure in each stage of our
pipeline to evaluate our pipeline in detail.

Pairwise precision is defined as the fraction of correctly-clustered
pairs over the total number of pairs that belong to the same class.
Pairwise recall is defined as the fraction of correctly clustered pairs
over the entire number of pairs in the same cluster. Using these
two measures, we can define the pairwise F-measure or f1 score as
follows:

Pairwise Precision =
TP

TP + FP
(3)

Pairwise Recall =
TP

TP + FN
(4)

F −measure =
2 ∗ Precision ∗ Recall

Precision + Recall
(5)

Figure 2 depicts an overview of the pairwise f-measure. Con-
sidering N data points or face images we have 2N (N − 1) pairs of
images in total. Hence, we can calculate the number of True Positive
(TP) pairs, e.g. (A1,A2),(A2,A3), and (C1,C2), False Positives (FP),
all pairs between (A1/A2/A3) and (B1), and False Negatives (FN),
e.g. (A1,A4) and (A2,A4). Now using TP, FP and FN we can define
pairwise precision and recall.

Figure 2: Pairwise precision/recall: These 9 data points are
clustered into 2 clusters. (A1, A2), (A2, A3) are same-identity
pairs and (A1, B1), (A2, B1) are different-identity pairs or
mismatched pairs in the left cluster. (C1, C2), (C2,C3) are cor-
rectly matched and (A4, C1) is an incorrectly matched pairs
in the right cluster. But (A1, A4) is an example of incorrectly-
clustered same-class pair.

4.2 Datasets
Since we can not have any assumptions on the distribution of the
input data, we evaluated our approach on datasets with various
structures. In other words, we have evaluated our approach on bal-
anced, roughly balanced and imbalanced datasets. Table 1 presents
the statistics of the datasets we evaluated our pipeline with: i) LFW,
ii) CFP and iii) YTF. We briefly describe each of these datasets
hereunder:

• LFW [4]: LFW dataset is one of the datasets that we chose to
evaluate our approach on, this dataset is imbalanced due to
the fact that even though LFW contains 13,233 face images
of 5,749 individuals; 4,069 of them have only a single face
image of the corresponding identity i.e. almost 70% of the
identities in the dataset have only one face image.

• Celebrities in Frontal-Profile (CFP) [15]: : This dataset
contains 7000 images of 500 subjects. It consists of 5000 im-
ages in frontal view and 2000 images in extreme profile view.
The data is organized into 10 splits, each containing equal
number of frontal-frontal and frontal-profile comparisons.



PETRA’19, June 2019, Rhodes, Greece Z. Anvari et al.

Dataset #individuals #images Video Frame Pose Variation

LFW 5,749 13,233 No Yes
CFP 500 7,000 No Yes
YTF 1,595 621,126 Yes Yes

Table 1: Datasets statistics

• Youtbe Faces (YTF) [24]: In addition we chose YTF dataset
which is more balanced than LFW and it is large-scale, the
dataset contains 1,595 subjects, in 3,425 videos, consisting of
a total of 621,126 individual frames.

4.3 Time complexity analysis
In this section we analyze the time complexity of the proposed
end-to-end dataset creation system. The time complexity of the
pipeline depends on all three stages. The first stage which is the
face clustering stage has the complexity ofO(n2). The second stage,
face verification, has the time complexity of O(Ck2) with C being
the number of clusters created in the previous stage and K the
largest cluster size. The last stage, face identification, comprises
two sections which are merging the closely similar clusters and
training a SVC classifier and assigning the “low-confidence” data
to the correct clusters. The time complexity of the merging clusters
is O(C2) and the second part is O(m2) +O(T ),m = n − t .

Equation (6) depicts the time complexity of our proposed pipeline.

O(Pipeline) = O(staдe4) +O(staдe5) +O(staдe6)

= O(n2) +O(Ck2) + (O(C2) +O(m2) +O(t)
(6)

n is the number of face images, C is the number of clusters created
at stage 1, k is the size of largest cluster, andm is the size of the
dataset at this stage, and t is the number of images in the “low-
confidence” folder. The complexity of the first three stages is less
than the O(Pipeline), hence ignored.

4.4 Evaluation results
In this sectionwe evaluate the performance of our proposed pipeline
on the datasets described earlier in this section. We evaluate our
pipeline in each stage using pairwise precision and pairwise recall
provided earlier in this section. We also compare our approach’s
performance with the MegaFace’s clustering algorithm [11], Table
3 shows the results.

4.4.1 Face Verification. Figure 3 illustrates the results after the face
verification stage. It shows two examples in the face verification
stage. False positive images are shown in red boxes.

• Example 1: Figure 3a and 3c show two clusters before en-
tering the second stage (i.e. face verification). As one can
see the images in these clusters belong to more than one
identity, those images that do not belong to the target indi-
vidual are false positives. Figure 3b and 3d are the results
after the face verification and false positive removal on 3a
and 3c respectively.

• Example 2: This example depicts a larger cluster on the left
Figure (b1) before the second stage. This cluster contains
images of different identities and as one can see in Figure
(b2) the false positive images are removed after the face
verification stage.

4.4.2 Face Identification. Figure 4 presents some examples to illus-
trate the pre-processing step in the third stage, i.e. merging clusters.
False positive images are shown in red boxes. Here we explain each
of these examples.

• Example 1: Images which belong to CFP dataset, shows
three clusters with the same identity. These three clusters
were identified at this stage as the same-identity clusters and
are combined into one single cluster with eight images of
this particular identity.
An interesting point about this example is that this stage is
very robust against variety of facial features such as facial
hair, and is able to merge such clusters.

• Example 2: It presents three clusters that belong to a par-
ticular identity, these clusters were identified and further
merged into a single cluster at this stage. It’s worthy of no-
tice that these clusters’ images belong to YTF dataset and
are three different video frames of a target subject.

4.4.3 Performance. Table 2 shows the results after each stage of our
proposed pipeline for three different datasets, LFW, CFP, and YTF.
The second column presents the f-measure after the face clustering
stage, the results that we achieved on LFW using Approximate
rank-order clustering algorithm is 85%, after the second stage we
were able to improve this measure and we attained 90%, and last but
not least we achieved a f-score of 92% after the third and last stage.
Thus, our pipeline is outperforming the clustering-only approach
by 7%.

The other two rows show the results after each stage on CFP and
YTF. As one can see the Face Verification stage was more effective
on CFP and LFW compared to YTF, on the other hand the Face
Identification stage had stronger impact on YTF and performed
better on this dataset in comparison with the other two datasets. In
other words, since our proposed pipeline concentrates on reducing
both false positive and false negative rates, it’s bound to improve
the overall f-measure this is one of our pipeline’s advantage.

In order to evaluate and compare the performance of our pro-
posed pipeline with the state-of-the-art automatic dataset creation
technique proposed in MF2 [11], we’ve implemented MF2 cluster-
ing technique and evaluated it on three different subsets of CASIA-
webface dataset. Table 3 depicts the pairwise f-measure results on
three subsets of CASIA-webface dataset which contain 1000, 5000,
and 10000 images respectively.
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(a) Before stage #5 (Face verification) (b) After stage #5 (Face verification)

Example 1

(c) Before stage #5 (Face verification)
(d) After stage #5 (Face verification)

Example 2

Figure 3: Stage #5: Face Verification. (a) and (c) are examples of two cluster before face verification in the pipeline, (b) and (d)
are those clusters after face verification. Images in red boxes are false positives.

(a1) Cluster #1
(a2) Cluster #2 (a3) Cluster #3

(a) Example 1

(b1) Cluster #1 (b2) Cluster #2 (b3) Cluster #3

(b) Example 2

Figure 4: Stage #6: Face Identification
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Dataset Stage #2: Face Clustering Stage #3: Face Verification Stage #4: Face Identification Pipeline Output

LFW 85% 90% 92% 92%

CFP 46% 67% 69% 69%

YTF 71% 71% 81% 81%

Table 2: Pairwise F-measure after each stage

Method CASIA-1k CASIA-5k CASIA-10k

MF2 clustering 82% 58% 14%
Our approach 89% 86% 84%

Table 3: Evaluation results (pairwise f-measure) on three
subsets of CASIA-webface dataset (i.e. 1k, 5k, and 10k im-
ages)

Training dataset CASIA-1k CASIA-5k CASIA-10k

Pipeline 75% 81% 86%
MF2 clustering 73% 75% % 76

Table 4: Evaluation results on LFWdataset (testing accuracy)

Having constructed the three subsets of CASIA-webface dataset,
we trained FaceNet network using these subsets and evaluated
the trained model on LFW dataset. Table 4 shows the evaluation
results on LFW dataset. It shows that the subsets constructed by
our approach performed better on the LFW dataset compared to
the ones created using MF2 clustering algorithm.

5 CONCLUSIONS
In this paper, we have presented a novel pipeline for automated
face dataset generation. Our pipeline is based on face clustering,
verification and identification. Each component in our pipeline is
responsible for making the clusters more pure compared to the
previous component in the pipeline. Thus, as the input images go
through our pipeline, a more clean and pure dataset get generated
in each step.

We evaluated the performance of our pipeline on LFW, YTF, and
CFP datasets and it achieved a pairwise F1-measure of 92%, 81%,
and 69% respectively. These results indicate the potential of our
pipeline for automatically generating face datasets.

In order to compare our approach with the state-of-the-art, we
chose the MF2 dataset creation method which is the only automatic
dataset creation technique there is in the face dataset creation
literature so far.

To perform this comparison, we have constructed three subsets of
CASIA-webface dataset using our pipeline andMF2 clustering. Then
we have evaluated these three datasets using pairwise f-measure.
The results show that our approach has higher pairwise f-measure
compared to MF2 clustering.

Our pipeline is very flexible in terms of the ability of replacing
the components. One can easily replace each component with the
current state-of-the-art algorithm so that it can benefit from more
advanced solutions in the future. This is very important because
more advanced clustering techniques are able to create more pure
and clean datasets, and replacing the clustering component with
a more advanced one could benefit the pipeline’s accuracy as a
whole.
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